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“ YAornoinon ZuveAktikwv Neupwvikwv AKtuwv o€ Opadeg Ataouvedepévwv FPGAs
Xpnowonowvrag to Vivado HLS”

NepiAnn

Ta ZuveAktikd NeupwVLKA AlKTUQ XpNOLULOTIOLOUVTOL EUPEWG YL va BEATLWOOUV TNV KaBnuepLvi
MO EUMELPpLO LE TOV KOOHO, KATNYOPLOTIOLWVTOC autopata Pnodlakd dedopéva, OnMwe ELKOVEC,
NXNTKEC Katoypadég kat PBivteo, Bonbwvtac £tol otic SLabIKTUOKEG avalnTAOELS Kal TNV
Katavonon twv dedopévwy Tou eival Stabéotpa otov Pndlakd KOoUo. e auTh TNV gpyaoia,


http://video.ucnet.uoc.gr/live/show/319
https://www.youtube.com/channel/UC7uE3QiMTQjkrpByB_Gnt6Q/live

gfepeuvoupe TN SuvatotNTA va KATAVEIHOUUE OAOKANPA JUVEAIKTIKA Neupwvikd Aiktua o€
opadeg moAamMAWY SlaouvdedeévwV CUCTNUATWY UTIOAOYLopoU, Omwg ASICs kot FPGAs.
EruSlwKkoupe va oplooupe pia KALLOKOUEVN OPXLTEKTOVIKH OTtoU pia opdda and FPGAs (tunua
tou mpotumou HPC mou Boaoiletal oto ExaNeSt) SouAelel TaUTOXpOva OE POEG QUTNUATWY
XPNOTWV Yyl KATNYOPLOTIOLNOELS. Baoiloupe tnv epyacio pag os mpolmnapyxovia epyoaleia mou
armAomnololV TNV Katavoun Sltadopwv SIKTUWY, OTwWE To Keras ylol Vol OPIOOUE TO ZUVEALKTIKO
Nevpwviko Aiktuo kat to hls4ml, éva epyaleio mou €xel avamtuyxBei oto CERN, rou uAomolel éva
VEUPWVLKO Siktuo oe RTL xpnolwpomowwvtag tn doprn Aoylopwkol Vivado High Level Synthesis
(HLS). 2uotrvoupe éva ocUvolo amd BeATIOTOMOLOELS OTOV KWALKA Kol BacllOUeveG o 08Nyieg,
WOTE VO TIETUXOUME EMmITAXUVOn Avw Tou 700X o€ AUTOUCLOUG UTIOAOYLOTIKOUG TIUPNVEG, KOl
KOTADEPVOULE VO KATOVEIMOUUE OAEC TIC Ttapapétpou¢ o BRAMs twv FPGA. EmutAfov,
Slayxwpiloupe kal emavaoyxedlaloupe To SIKTUO, WOTE Vo EAAYLOTOTIOLOOUNE TIG UETADOPEC
Sebopévwy Kal e€looppomoupe TNV gpyacia oto olvolo twv FPGAs. Ev téAel, oxedlaloupe
W6Loxepa  koppatia RTL, ota omoia esvowpatwvoupe obényle¢ tou HLS, wote va
xpnotormnotjoou e €va diktuo HPC yia emikowvwvia petaf twv FPGAs. H tehkn pag uhomoinan
ToUu JuvehktikoU NeupwvikoU Awktuou SqueezeNet mou armattel 800 ekatoppUpLo TIPAEELS ava
epyoocia koatnyoplomoinong, oe 5 FPGAs, mpoodépel OSlekmepalwtikn kavotnta 303
KOTNYOPLOTIOLCEWVY ELKOVWY aVA SEUTEPOAETITO KOl CUVOALKY KaBUGTEPNGON KAOTNYOopLOTIoinoNng
24 XIA\LoOTA TOU SEUTEPOAETITOU, O TAEN LEYEBOUG ULKPOTEPN A0 TUTIKEG Jupdwvieg Emumédou
Yrnnpeoiog.
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“Implementing Convolutional Neural Networks in a Cluster of Interconnected FPGAs Using
Vivado HLS”

Abstract

Convolutional Neural Networks (CNNs) are extensively used to augment our everyday experience
of the world by automatically labeling and categorizing digital data, such as images, voice records,
and video, thus helping in web search and in comprehension of data available in the digitaq|
world. In this thesis, we explore the possibility to map complete CNNs in clusters of multiple
interconnected computing devices, such as ASICs or FPGAs. We seek to define a scalable
architecture where a cluster of FPGAs (a segment of the ExaNeSt-based HPC prototype) works
concurrently on user streams of inference requests. We base our work on existing tools that
simplify the mapping of arbitrary networks, such as using Keras to define the Convolutional Neural
Network and hls4ml, a tool developed at CERN, that implements a convolutional neural network
into RTL using the Vivado High Level Synthesis (HLS) framework. We introduce a number of code
and directive-based optimizations in order to achieve speedups in excess of 700x for the individual
kernels, and manage to map all parameters inside FPGA BRAMs. Furthermore, we split and
redesign the network in order to minimize the data transfers and balance the work across FPGAs.
Finally, we design custom RTL blocks which we integrate with HLS directives in order to use an
HPC network for inter-FPGA communication. Our final implementation of the SqueezeNet CNN
network which needs 800 million operations per inference task, in 5 FPGAs, offers a throughput
of 303 image classifications per second (CPS), and a total inference latency of 24 ms, one order of
magnitude smaller than typical user Service Level Aggreements (SLAs).






